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Abstract

Distributed protocols are notoriously difficult to verify cor-
rectly. Proving safety typically requires inductive invariants
that both imply the desired property and are preserved by
every protocol transition; yet inferring such invariants re-
mains a major bottleneck: existing approaches either restrict
the protocol models to a decidable fragment of first-order
logic or demand expert-crafted templates.

We present I3DP, a neuro-symbolic framework that syn-
thesizes inductive invariants by executing an IC3-style pro-
cess over TLA+ states with the assistance of large language
models (LLMs). At large, I3DP combines a symbolic IC3 con-
troller which decomposes invariant synthesis into focused
blocking tasks, and an LLM which provides protocol-level
reasoning that IC3 alone lacks for TLA+ specifications. This
integration enables a disciplined yet flexible search for in-
variants without imposing logical restrictions or requiring
manual templates.

We evaluate I3DP on 29 distributed protocols spanning
consensus, reconfiguration, and client-server systems, and
compare it against Endive, IC3PO, SWISS, DuoAl and P-FOL-
IC3. I13DP discovers candidate invariants for all 29 protocols.
Among them, MongoLoglessDynamicRaft models the core
mechanism of an industrial-scale Raft-based reconfiguration
protocol, and none of the compared tools reports a solu-
tion for it. In each case, the invariants synthesized on finite
instances are shown in TLAPS to be inductive for the full
unbounded protocol, thereby establishing safety.
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1 Introduction

Distributed protocols lie at the core of modern infrastructure,
but establishing their correctness is notoriously challenging.
Safety bugs are often rare, state-dependent, and expensive to
reproduce, making even extensive testing unreliable. As a re-
sult, protocol designers sometimes adopt formal verification:
they specify protocols in formal languages such as TLA+ [20]
and establish safety through explicit-state model checking,
SMT-based symbolic analysis, or deductive proof [5]. These
approaches typically rely on inductive invariants: state pred-
icates that (1) hold in every initial state, (2) are preserved
by every protocol transition, and (3) imply the target safety
property. In practice, however, the main difficulty lies not in
checking a given candidate, but in automatically inferring
one.

Existing automated approaches to inductive invariant syn-
thesis generally involve a trade-off. Some restrict proto-
col models to decidable fragments of first-order logic (e.g.,
EPR [24]) to make invariant search tractable. These restric-
tions, however, exclude common TLA+ modeling patterns
and may distort natural protocol structure. Other approaches,
such as Endive [28], operate directly on TLA+ specifications
but require manually curated predicate pools, thereby shift-
ing much of the synthesis burden back to the users. In prac-
tice, discovering inductive invariants remains one of the
most labor-intensive steps in the formal verification of dis-
tributed protocols, often requiring weeks to months of expert
effort [12, 31].
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State-of-the-art LLMs demonstrate protocol-level reason-
ing ability to assist in this process. However, directly asking
an LLM to produce a complete inductive invariant remains
ineffective: the clauses must satisfy initiation, consecution,
and safety implication, and any gap in the conjunction in-
validates the entire invariant. What is therefore needed is a
principled decomposition that reduces this global synthesis
task into a sequence of localized, focused subproblems.

IC3 (a.k.a. property-directed reachability, or PDR [1]) is a
generic verification method for proving safety properties of
transition systems. One key observation is that it provides
precisely the kind of decomposition needed to synthesize
inductive invariants for distributed protocols. Rather than
requiring all protocol-level facts at once, IC3 constructs in-
variants incrementally: it maintains an explicit sequence of
frame over-approximations and progresses by identifying
bad states (i.e., states in the frontier frame that can transition
to a safety violation). For each such state, IC3 performs a
backward search through predecessor states in earlier frames;
only when the search reaches a predecessor-free state does it
learn a blocking clause, which is then validated and propa-
gated forward. Each blocking step is local and targeted.

Our work. We propose 13DP (Inductive Invariant Inference
for Distributed Protocols), a neuro-symbolic framework that
executes an IC3-style process over TLA+ states to synthesize
inductive invariants with the assistance of LLMs. Our design
is based on a principled integration of IC3 and LLMs. The
symbolic component of [3DP, referred to as the IC3 controller,
follows the IC3 procedure, decomposing invariant synthesis
into focused blocking tasks that are concrete enough for an
LLM to handle. The LLM, as the neural component, com-
plements this process by providing protocol-level reasoning
that IC3 alone lacks for TLA+ specifications, while the IC3
framework ensures that every proposed clause is validated
and provides a completeness fallback.

More concretely, for each bad state exposed at the fron-
tier frame, the IC3 controller performs a backward search
through predecessor states in earlier frames. Once the search
reaches a predecessor-free state, the LLM proposes protocol-
level blocking clauses that exclude it. Each candidate clause
is validated by the verification backend before being added to
the current frame and then propagated forward. If no further
bad states are found and the LLM fails to produce an admis-
sible clause after repeated attempts, the solver falls back to
an exact aggregate blocker that negates all accumulated bad
states, preserving finite-instance completeness. The process
terminates when two adjacent frames coincide, yielding a
candidate inductive invariant. Notably, I3DP does not im-
pose restrictions on the input specification and requires no
manually designed templates.

We implement the 13DP design and evaluate it on 29
distributed protocols spanning consensus, leader election,
lock services, transaction commit, firewall, and client-server

benchmarks. We compare against Endive [28], IC3PO [9],
SWISS [11], DuoAI [35], and P-FOL-IC3 [16]. Remarkably,
I3DP successfully discovers candidate invariants for all 29
protocols. One benchmark is MongoLoglessDynamicRaft
(MLDR), which models the core mechanism of an industrial-
scale Raft-based reconfiguration protocol. None of the five
compared tools reports a solution for MLDR. In every solved
case, we further prove, in TLAPS [5], that the discovered
invariants are inductive for unbounded protocol instances,
thereby establishing safety.

Summary. Our main contributions include:

e We propose a novel neuro-symbolic integration of IC3’s
frame-based decomposition with LLM-generated blocking
clauses, turning globally intractable direct invariant syn-
thesis into a sequence of focused per-state blocking tasks
that are tractable for LLMs.

o We implement an IC3-based TLA+ tool, I3DP, with an ex-
plicit IC3 controller and LLM-generated blocking clauses,
requiring neither logical restriction on the input specifica-
tion nor manual template design.

o We evaluate I13DP on 29 distributed protocols and compare
it with existing tools. I3DP discovers proven inductive
invariants for all 29 benchmarks, including several that
none of the compared tools solve.

Roadmap. Section 2 reviews background. Section 3 presents
a motivating example. Section 4 and Section 5 present the
design and implementation details of 13DP, respectively. Sec-
tion 6 reports evaluation results. Section 7 discusses case
studies and limitations. Section 8 surveys related work. Sec-
tion 9 concludes the paper and outlines future directions.

2 Background

This section introduces the three foundations that I3DP
builds on: the TLA+ specification language (§2.1), the
IC3/PDR backward-blocking algorithm (§2.2), and the TLC
and Apalache model checkers (§2.3).

2.1 TLA+ Specification Language

TLA+ is a high-level specification language for modeling
concurrent and distributed systems, based on the Temporal
Logic of Actions [20]. It models a system as a transition
system over state variables, where each state assigns values
to the variables, and each step is described by an action
relating the current-state and next-state values.

In practice, a protocol specification typically introduces a
tuple of variables vars, an initial-state predicate Init, and a
next-state relation Next that captures the allowed transitions.
The overall behavior is then written in the standard form
Init /\ [J[Next]_vars, meaning that execution starts
from a state satisfying Init and every step either follows
Next or leaves the variables unchanged.
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Figure 1. IC3/PDR backward blocking and clause propagation. Conceptually, frontier processing involves four operations:
(1) frontier query, (2) backward predecessor search, (3) clause learning, and (4) frontier extension and clause propagation. The
second and third are interleaved during recursive blocking. The process yields either an unsafe trace or an inductive invariant.

For distributed protocols, TLA+ specifications are usually
written at the protocol level (rather than the implementation
level), using sets, functions, and quantification over nodes,
messages, or terms. Safety requirements are expressed as
state predicates that must hold in every reachable state. A
central verification task is therefore to find an inductive in-
variant that implies the target safety property, holds initially,
and is preserved by Next. This is exactly the setting of our
work: the protocol is given as a TLA+ transition system, and
the challenge is to automatically strengthen the target safety
property into an inductive invariant.

2.2 IC3/PDR Intuition and Backward Blocking

IC3 [1, 2, 7], also known as property-directed reachability
(PDR), is a frame-based algorithm for proving transition-
system safety and forms the basis of I3DP.

As shown in Figure 1, IC3 incrementally constructs an
inductive invariant using frames that over-approximate
bounded-step reachable states:

FFCF C---

where Fy = Init and F; over-approximates the states reach-
able within i transitions. Each noninitial frame includes
Safety (and Init mustimply Safety), and the frames satisfy
F; ANext = F;,,. To block a state at level i, IC3 strengthens
F; with a clause that excludes the state while preserving all
states reachable within i transitions. IC3 blocks states that
can reach a safety violation in finitely many transitions. It
repeats this process until it finds an inductive set of states or
proves the protocol unsafe. Specifically, IC3 consists of four
key operations: (1) frontier query, (2) backward predecessor
search, (3) clause learning, and (4) frontier extension and
clause propagation.

(1) Frontier query. Assume the deepest frame Fj is the
frontier. IC3 first checks whether Fx ANext = Safety’.If the
implication does not hold, it yields a bad state s € F; with

an unsafe successor. IC3 seeks to exclude si and strengthen
the frames.

(2) Backward predecessor search. During recursive block-
ing, IC3 interleaves backward predecessor search and clause
learning. The former searches backward through the frames
for predecessors. For a bad state s; at level i, IC3 checks
F;_1 ANext = =s]. If the implication does not hold, it yields
a predecessor s;_1, which becomes the next bad-state obli-
gation at level i — 1, and the search continues toward F;.
Reaching sy € Fy = Init completes a concrete unsafe trace
S0, S1, - - -» Sk and its unsafe successor, proving the protocol
unsafe. If the implication holds at level i > 0, s; is predecessor-
free relative to F;_; and can be blocked at that level.

(3) Clause learning. When backward search reaches a state
s; with no predecessor in F;_;, IC3 learns a blocking clause ¢
that is false for s; and therefore excludes it from F;. Rather
than excluding only this state, IC3 seeks a more general
clause that can also exclude other states, reducing the num-
ber of future blocking obligations. Before admitting c, IC3
checks two conditions: ¢ must hold in every initial state, and
every transition from a state in F;_; satisfying ¢ must lead
to another state satisfying c. The first condition preserves
the initial states, while the second makes ¢ inductive relative
to F;_1. Together, they ensure that ¢ holds for every state
reachable within i transitions. IC3 can therefore add ¢ to F;
through F;, strengthening these frames without excluding
any state reachable within their respective depths. It then
returns to the pending successor state and repeats backward
search and clause learning until the entire backward chain
is blocked.

(4) Frontier extension and clause propagation. Once recur-
sive blocking has discharged all obligations exposed by the
frontier query, this operation appends a fresh frame initial-
ized with Safety. This advances the frontier, and IC3 propa-
gates admitted clauses into the new frame. A clause c in F;
can be pushed to F;;; when F; ANext = ¢’. IC3 then repeats
the frontier query at the new frontier. If the query fails again,



IC3 recursively blocks the new obligations, strengthening
earlier frames as needed. If adjacent frames contain the same
clauses, their shared formula contains the initial states, im-
plies Safety, and is closed under Next. The shared formula
is therefore an inductive invariant that proves Safety.

2.3 TLC and Apalache Model Checkers

TLC [37] is the standard explicit-state model checker for
TLA+. It explores the reachable state space of a TLA+ speci-
fication by exhaustively enumerating states and transitions,
making it particularly effective for detecting safety violations
in finite instances of distributed protocols. TLC is widely
used in practice due to its simplicity and ability to produce
concrete counterexample traces, which are invaluable for
debugging protocol designs.

Apalache [17], in contrast, is a symbolic model checker for
TLA+ that leverages SMT solving. Instead of enumerating
states explicitly, Apalache encodes the transition system and
properties into logical constraints and uses an SMT solver
to reason about sets of states symbolically. This approach
enables more scalable analysis for certain classes of systems
and supports bounded model checking, making it well-suited
to the witness queries inside our IC3 loop and to exploring
behaviors beyond the limits of explicit-state exploration.

TLC and Apalache represent two complementary verifi-
cation paradigms for TLA+: explicit-state exploration for
exhaustive bug finding on finite instances, and symbolic rea-
soning for more scalable, constraint-based analysis. They are
both used in I3DP, as described in §5.

3 Motivating Example

We use a two-phase commit protocol modeled in TLA+ to
illustrate the challenge of inductive-invariant synthesis and
the benefit of IC3 decomposition.

The protocol models n nodes coordinating a commit-or-
abort decision through seven set-valued variables (vote_yes,
vote_no, alive, go_commit, go_abort, decide_commit,
decide_abort) and a boolean abort_flag. Nodes vote yes
or no; a node that votes no can immediately abort, since the
outcome is already determined. A coordinator broadcasts
a commit signal (only when all nodes voted yes) or an
abort signal (when some node voted no or failed); nodes
then finalize their decisions accordingly. Any node may fail
at any time. In this model, both voting no and failing set
abort_flag. The safety property requires: (1) no committed
node coexists with an aborted node, (2) every committed
node implies all nodes voted yes, and (3) every abort decision
carries the abort flag.

Why is safety not inductive? Safety alone is not an in-
ductive invariant. Consider the state go_abort = {n;},
abort_flag = FALSE, with all other variables at their
initial values. This state satisfies Safety (no node has

committed or aborted yet), but from it, node n; can ex-
ecute the Abort action (since n; € go_abort), producing
decide_abort = {n;} with abort_flag = FALSE, violating
the third safety conjunct. An inductive invariant must in-
clude additional strengthening clauses that exclude such
states.

Direct LLM synthesis fails. We test a direct approach: the
LLM (Claude Opus 4.6) generates a complete inductive invari-
ant, a model checker verifies the induction condition, and on
failure the counterexample is fed back for another attempt.
On this two-phase commit protocol, the LLM makes 44 at-
tempts and times out without finding a correct invariant. The
failures follow a consistent pattern. Each candidate is plausi-
ble, with 13-26 clauses that are largely individually correct
(e.g., vote_yes N vote_no = {}), but each also contains a
few overly strong clauses that exclude reachable states, mak-
ing the conjunction fail the induction check. For instance,
attempts frequently assert go_abort # {} = vote_yes #
Node (an abort signal implies not all nodes voted yes). This
is too strong: since crashed nodes do not recover in the sim-
plified model, a node may vote yes and then crash, and the
coordinator’s resulting abort broadcast reaches a state where
go_abort is nonempty yet every node voted yes. Crucially,
the induction counterexample refutes only the full conjunc-
tion and never identifies the offending clause, making the
LLM oscillate between variants without converging.

A natural remedy is to give the LLM finer-grained feed-
back. We extend the loop with clause-level feedback from
TLC, which identifies the specific clause that the counterex-
ample violates. This does not help either: the feedback steers
the LLM toward locally repairing the offending clause rather
than reconsidering the invariant as a whole, and direct syn-
thesis still fails to converge on this protocol. The problem is
not specific to this example. Across our benchmark suite, this
clause-level feedback strategy even causes one additional
protocol, tla-simpleregular, to fail although it otherwise
succeeds without such feedback.

IC3 decomposition. The failure suggests an alternative
strategy: decompose the synthesis task so that each step
targets a single concrete bad state. Interestingly, IC3’s frame-
based structure offers exactly this decomposition: clauses
are organized into successive frames; each frontier query
exposes one bad state, and the LLM only needs to propose
clauses that block that state.

We apply this IC3-based approach to the same protocol.
The IC3 controller queries the frontier frame and finds a bad
state: go_abort = {n;}, alive = {n;}, with all other vari-
ables at their initial values. Backward predecessor search con-
firms it is predecessor-free. The LLM then produces 15 candi-
dates targeting this state; the controller selects go_abort =
{} V go_abort = Node, validates it, and admits it to the
current frame. The next frontier query reveals a new bad
state, which is already covered by an existing clause in the



pool (go_commit = {} V go_commit = Node), and thus no
additional LLM call is needed. This process continues for
7 frontier rounds, of which only 2 require new LLM calls,
with the remaining 5 reusing previously learned clauses.
After frontier blocking and clause pushing, during which
all push failures are resolved by reusing previously learned
clauses without additional LLM calls, adjacent frames con-
verge, resulting in a fixpoint of 11 strengthening clauses,
automatically minimized to 8, obtained in 171 seconds with
a total of 2 LLM calls.

Importantly, the IC3 controller, rather than the LLM, de-
cides which clauses to keep. Candidate clauses are filtered
through admission checks, and only validated clauses are
propagated forward. Incorrect or overly strong clauses are
discarded during admission (rather than silently corrupting
the invariant), so that IC3 compensates for LLM imprecision
by construction. Beyond mitigating LLM imprecision, the
IC3 structure also provides a finite-instance completeness
backstop. Namely, if no admissible LLM-guided clause can
block the remaining bad states and no further bad states are
found by Apalache, the solver falls back to an exact-checked
aggregate blocker that excludes all existing bad states. In
contrast, flat CTI-elimination approaches such as Endive [28]
do not provide this completeness guarantee.

Takeaway. Direct synthesis requires the LLM to get all
clauses correctly at once, and an induction failure over the
full conjunction provides little guidance on which clause
is failing. The IC3 decomposition circumvents the problem:
each frontier query exposes a concrete bad state, the LLM
proposes clauses to block that state, and the verification
backend validates each clause individually before admission.
This localisation of reasoning and feedback makes the search
both more tractable and more robust, which underpins the
design of 13DP.

4 Design

Figure 2 presents an overview of 13DP, which consists of
three components: the IC3 controller that maintains frames
and manages backward search from frontier bad states, the
verification backend that handles property-directed wit-
ness queries and screens candidate blocking clauses against
concrete reachable states, and the LLM module that pro-
poses candidate blocking clauses from protocol context and
representative failing states.

4.1 IC3 Controller

The IC3 controller maintains the explicit frame sequence
Frames = [{Init}, {Safety}], where F, = Init and each
frame F; with i > 0 begins from an internal Safety base
that is then strengthened by admitted blocking clauses. Each
iteration proceeds through four stages.

Stage 1: Frontier Query. The controller queries the current
deepest frame for a frontier bad state, i.e., a state that can lead

to a safety violation in one transition. If no such state exists,
the frontier is already safe in one step and the controller
proceeds to the push phase. Otherwise, the bad state enters
the backward predecessor search.

Stage 2: Predecessor Query. The controller maintains a
worklist of bad states, each paired with its frame level. For
each bad state, it issues a predecessor query one level shal-
lower each time: if a predecessor exists, the bad state is
replaced by its predecessor at the lower frame level and
the search descends further; if no predecessor exists at a
level above zero, the bad state is predecessor-free and triggers
blocking-clause search. If the search reaches frame level 0, a
real counterexample exists and the controller reports failure.

Stage 3: Blocking-Clause Query. Once backward predeces-
sor search reaches a predecessor-free bad state, the controller
first consults previously learned clauses (i.e., a pool of all
blocking clauses retained across the full IC3 process) for any
that already block it. Note that standard IC3 does not need
such a pool because clause derivation via SAT generalization
is deterministic. However, with LLM-generated clauses, a
clause originally learned for one bad state may later block a
different bad state at a different frame level.

If existing clauses suffice, they are inserted into the rel-
evant frames and the covered bad state is removed from
the worklist without invoking the LLM. Otherwise, the con-
troller invokes the LLM module to propose candidate block-
ing clauses from the current batch of bad states. Returned
candidates are screened against concrete reachable states and
retained for later reuse when they pass. Clauses enter IC3
frames only after satisfying the initial-state implication and
the target-frame admission condition, confirming that each
clause is inductive relative to the frame’s current contents.

If blocking fails, the bad state remains in the worklist and
the controller re-queries the frontier, conjoining the negation
of all known bad states, to obtain a fresh frontier bad state
and try again. If no new frontier bad states can be produced
(meaning the known bad states already suffice to block the
frontier), the controller negates all known bad states and
adds the resulting negation to the frame as a last-resort
blocking clause after exhausting LLM-guided clause search,
preserving the finite-instance completeness backstop of IC3.
This guarantee distinguishes [3DP from flat CTI-elimination
approaches: even when the LLM fails to propose a useful
clause, the IC3 loop still converges on the checked finite
instance.

Stage 4: Clause Push. Once the frontier is fully blocked,
the controller appends a fresh frame and enters the push
phase: each admitted clause is propagated toward deeper
frames as far as the IC3 induction check allows. A clause
that cannot be pushed is simply non-inductive for the next
frame; the solver makes one opportunistic blocking attempt
on the push-failure counterexample, first consulting retained
clauses and then issuing at most one additional LLM query
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Figure 2. Overview of 13DP. The IC3 loop iterates through four stages: frontier query, backward predecessor search, blocking-
clause search, and clause push. They are coordinated by three components: (1) an IC3 controller that maintains frames and
manages backward search from frontier bad states, (2) a verification backend where Apalache handles symbolic witness queries
and TLC screens candidate blocking clauses against concrete reachable states, and (3) an LLM module that proposes candidate
blocking clauses from protocol context and representative bad states.

if needed; if no admissible clause is found, it moves on. After
propagation, the controller checks whether any two adjacent
frames have become equal. Equal adjacent frames constitute
a fixpoint: the shared frame formula is extracted as the can-
didate invariant.

Key deviations from Standard IC3. Our design builds
on IC3, which effectively transforms the global invariant
synthesis problem into a sequence of localized, per-state
blocking tasks. This structure aligns naturally with LLM-
based clause generation, where each query can focus on a
concrete sub-problem rather than the full invariant. However,
I3DP also features key deviations from standard IC3.

The main adaptation lies in how blocking clauses are
learned. In standard IC3, every predecessor-free bad state is
blocked immediately by a SAT-derived Boolean cube general-
ization, a mechanical step that always succeeds. In contrast,
TLA+ specifications of distributed protocols involve sets,
functions, and quantifiers that have no natural Boolean-cube
representation, and a single bad state may not give the LLM
sufficient context to infer the appropriate protocol-level con-
dition. To address this, I13DP allows blocking to be deferred:
when no admissible clause is found for a given bad state, the
controller continues exploring the frontier, accumulating ad-
ditional bad states in a shared worklist. The resulting batch
is then presented to the LLM, providing a richer context for
generalization across multiple related failures rather than
handling bad states in isolation.

Moreover, I3DP adds opportunistic blocking during the
push phase. When a clause fails to propagate to the next
frame, the resulting push-failure counterexample exposes a

bad state at the source frame. Standard IC3 simply leaves the
clause in its current frame, but I13DP performs an additional
blocking attempt: it first checks whether existing clauses
suffice, and otherwise queries the LLM for a new clause
targeting this push-failure state. Any admissible clause is
validated and incorporated under the same checks to guaran-
tee soundness. If no such clause is found, the solver simply
proceeds as usual, treating the push failure as a normal non-
inductiveness event.

4.2 Verification Backend and LLM Module

I3DP combines two model checkers as the verification back-
end, together with an LLM module, to support the IC3 con-
troller.

Symbolic witness queries (Apalache). The frontier and
predecessor queries inside the IC3 loop are satisfiability prob-
lems: “does there exist a state in the current frame that can
step to a safety violation?” and “does there exist a prede-
cessor of this bad state in the shallower frame?” We hence
use Apalache (cf. §2.3), whose SMT-based encoding handles
quantified TLA+ state spaces without explicit enumeration.
This is essential because the query spaces of frontier and
predecessor witnesses can exceed the limits of explicit-state
enumeration for some protocols.

Concrete clause screening (TLC). Once the LLM proposes
candidate blocking clauses, they must be validated against
the protocol’s reachable behavior. We use TLC (cf. §2.3) to
screen candidates in batch on the configured finite instance
by checking them against concrete reachable states. This is
a model-checking problem over a known, finite state space,



where TLC’s explicit enumeration is particularly effective.
Clauses which are falsified by reachable states are discarded
early, and the corresponding counterexamples provide con-
crete diagnostic feedback to the LLM, steering subsequent
proposals away from the same overgeneralization. Moreover,
TLC supports clause prioritization: for each valid clause, it
counts how many current bad states are excluded and uses
this metric to rank clauses for admission into the frame.

LLM clause generation. The LLM module receives the
full TLA+ specification along with the current batch of bad
states, and proposes candidate blocking clauses expressed
as quantified TLA+ predicates over protocol-level variables.
Unlike SAT-derived Boolean cubes that flip specific state
assignments, these clauses capture protocol-level invariant
conditions, such as “every node in the quorum has voted”
or “no committed log entry can be overwritten by a lower
term”, allowing them to block entire families of bad states at
once and accelerate convergence.

A key design choice is to query the LLM for individual
blocking clauses scoped to specific bad states at a given frame
level, rather than asking for a complete invariant. This crucial
decomposition creates a focused, tractable subproblem: the
LLM needs only to propose predicates that exclude the given
bad states while preserving reachable behavior, rather than
discovering all clauses simultaneously. Batching multiple bad
states into a single call further strengthens generalization,
enabling the LLM to detect common structural patterns and
to produce clauses that rule out families of violations rather
than individual instances.

The LLM also receives accumulated verification feedback
(e.g., which prior clauses held on reachable states, which
failed, and the specific falsifying states), steering it away
from repeated overgeneralization and creating a productive
verification—-generation feedback loop.

5 Implementation

This section presents the implementation details of 13DP,
including the IC3 controller algorithm, the selection of veri-
fication backends and their respective roles, and the design
of LLM prompts and response handling for blocking clause
generation.

5.1 IC3 Main Loop

Algorithm 1 presents the complete IC3 control flow (corre-
sponding to the IC3 controller highlighted in blue in Figure 2).
The controller initializes Frames = [{Init}, {Safety}] and
maintains a global clauseMemory that retains every filtered
blocking clause across the full IC3 process, allowing later
iterations to reuse clauses discovered during earlier frontier-
blocking phases without re-querying the LLM. Each iteration
proceeds in three steps.

Algorithm 1: IC3 Loop with LLM-Generated Block-
ing Clauses

Input: Initial condition Init, safety property Safety
Output: Invariant Inv, or UNSAFE if the protocol is unsafe
1 F « [{Init}, {Safety}];
2 clauseMemory «— 0;
3 while true do

4 if not BLOCKFRONTIER(F, clauseMemory) then
5 return UNSAFE;

6 end

7 PusHCLAUSESFORWARD(F);

8 j < FINDF1xPOINT(F);

9 if j # nil then

10 Inv < EXTRACTINVARIANT(F;);

11 return Inv;

12 end

13 end

First, the controller runs BLOCKFRONTIER on the current
deepest frame. If backward search reaches frame level 0, it
returns false and the controller reports UNSAFE.

Second, once BLOCKFRONTIER has blocked all bad states
reachable in one step from the current frontier frame, Pusn-
CLAUSESFORWARD appends a fresh frame and propagates
each admitted clause toward deeper frames by checking
Fr A Next = ¢’; clauses that pass are pushed to the next
frame. An unpushable clause produces a push-failure pre-
state, which triggers one opportunistic blocking attempt
against clauseMemory and, if needed, at most one LLM query,
subject to the standard clause-admission check (Init = ¢
and Fr_; A ¢ A Next = ¢’); if no admissible clause is found,
the solver simply moves on and the pre-state is discarded.
Any new clause added to a frame triggers re-pushing from
that frame.

Third, FINDFIXPOINT scans adjacent frame pairs and re-
turns the index j of the first pair satisfying F; = F;1; if found,
the controller extracts and returns the candidate invariant.

5.2 Frontier Frame Bad-State Blocking

Algorithm 2 details the frontier-blocking phase. It queries the
current deepest frame for a state from which one transition
reaches a Safety-violating successor and adds this pre-state
to the bad-state worklist badStates. A predecessor query then
checks whether Fx_; A Next = —badState’; if a predecessor
is found, the bad state is replaced by its predecessor at the
lower frame level, and the search descends further. If the
search reaches frame level 0, a real counterexample path to
a safety violation exists and the procedure returns false. If
no predecessor exists at any frame level above zero, the bad
state is predecessor-free and triggers blocking-clause search.
Predecessor checks are performed per bad state.

Before invoking the LLM, the loop first calls AbmrIT-
CrAUSES on the current clause memorys; if an existing clause



Algorithm 2: BLocKFRONTIER: Frontier Bad-State
Blocking

Input: Frame sequence F, clause memory clauseMemory
Output: true if no more bad states
1 badState «— FRONTIERQUERY(F);
2 badStates «— {badState};
3 while badStates # 0 do
4 (badState, frameLevel) «—
PREDECESSORQUERY/( badState, F);
5 badStates « badStates U {badState};
6 if frameLevel = 0 then

7 return false

8 end

9 clauses < ApMITCLAUSES(clauseMemory, badStates);
10 if clauses # () then

11 badStates — REMOVEBLOCKED( badStates, clauses);
12 continue;

13 end

14 candidateClauses «— LEARNCLAUSES(badStates, F);

15 candidateClauses < FILTER(candidateClauses, F);

16 clauseMemory <« clauseMemory U candidateClauses;
17 clauses < ApMITCLAUSES(clauseMemory, badStates);
18 badStates < REMOVEBLOCKED (badStates, clauses);

19 badState «— FRONTIERQUERY(F, badStates);

20 badStates « badStates U {badState};

21 end

22 return true;

can cover the current bad states and is admissible, the loop
continues without querying the LLM. Only when no retained
clause is admissible does the loop call LEARNCLAUSES, which
submits the protocol specification, the current batch of bad
states, verification histories of prior LLM-generated clauses,
and existing clauses in the current frame to the LLM. If
this still does not yield an admissible clause, the bad state
remains in the worklist, and the next iteration attempts to
discover additional bad states and generate new clauses.
New candidate clauses are filtered via FILTER and merged
into clauseMemory: TLC checks each candidate against the
accumulated reachable states and discards those that are
falsified, since they cannot appear in the final invariant and
would only waste subsequent verification attempts (cf. §5.3).
Moreover, TLC checks clauses in clauseMemory against
the current bad states and retains only those that block at
least one bad state; among the retained clauses, those cov-
ering more bad states are preferred, and when coverage is
equal, shorter clauses are preferred. ADMITCLAUSES is then
called again on the updated memory. The admission check
verifies Init = c and Fx_; A ¢ A Next = ¢’ for each can-
didate c, inserting admitted clauses into frames from level
1 up to the current level. Once any clause is successfully
admitted, the current blocking attempt for this bad state ter-
minates. After admission, REMOVEBLOCKED removes from

badStates every bad state covered by the newly admitted
clauses; FRONTIERQUERY then re-queries the frontier, exclud-
ing already-seen pre-states, so that newly exposed frontier
bad states re-enter the same round.

5.3 Verification Backend

As stated in § 4.2, Apalache and TLC serve complementary
roles in 13DP.

Apalache handles all symbolic queries in the IC3 loop: the
frontier query (lines 1 and 19 in Algorithm 2), the predecessor
query (line 4), clause admission (Init = ¢ and Fr_qy A ¢ A
Next = c¢’), and clause push (Fx ANext = ¢’). All rely on its
symbolic one-step reachability encoding, which avoids state
enumeration and returns concrete witness states directly.

TLC screens candidate clauses in batches: the entire can-
didate pool is validated against reachable states in a single
model-checking pass rather than checking each clause indi-
vidually. For each surviving clause, TLC counts how many
current bad states it excludes; this coverage count ranks
candidates before admission.

Apalache is chosen for witness queries because the search
spaces of frontier and predecessor queries can exceed the lim-
its of explicit-state enumeration for some protocols, whereas
TLC’s batched explicit-state checking is more efficient for
screening concrete clause candidates.

5.4 LLM Clause Generator

Each prompt includes (1) the TLA+ protocol specification,
(2) a batch of current bad states, (3) quantifier templates ex-
tracted from the specification, (4) the persistent cross-round
clause memory (whose clauses should not be repeated), and
(5) per-clause observations tracking which candidates have
previously held or failed on reachable states. The prompt
requests complete TLA+ clauses as a JSON batch response.
Prompt 1 is an example of one of our concrete templates. It
has been abridged for presentation.

The LLM response is parsed as a JSON array, from which
individual clauses are extracted, normalized, and syntax-
checked with SANY [20]. The clauses are then filtered with
TLC against reachable states. Together, SANY syntax check-
ing and TLC-based screening serve as additional filters, elim-
inating malformed or already-falsified candidates early.

Note that common scoping mistakes, such as reusing a
model constant as a quantifier-bound variable, are automati-
cally detected and repaired during normalization. Quantifier
templates are extracted directly from the specification and
deduplicated modulo variable renaming, providing the LLM
with protocol-specific quantifier structure without requiring
manual template design.

6 Evaluation

This section presents an empirical evaluation of 13DP with
emphasis on the following research questions (RQs).



Prompt 1: Blocking-Clause Generation Prompt
(Abridged for Presentation)

Generate TLA+ inductive invariant clauses that exclude
the counterexample states while capturing structural
relationships in the specification.

1. Complete, self-contained TLA+ expressions; no
primed variables or temporal operators.

2. Use nested quantifiers for dependent domains, reusing
the provided quantifier templates.

3. Generalize from counterexamples; prefer structural
clauses over witness-specific exclusions.

4. Use only identifiers and operators present in the
specification or counterexample states.

5. Do not repeat existing clauses or return any clause
listed under known false.

6. Use known true clauses as structural guidance only;
try strengthening them into tighter variants.

7. For each known false entry, try loosening the clause
by folding the violating state into its quantified or
value space.

Specification: {spec_content}

Counterexample states: {bad_states}

Quantifier templates: {quantifier_templates}
Existing clauses: {existing_clauses}

Known true on finite reachable states:
{known_true_clauses}

Known false on finite reachable states:
{known_false_clauses}

Output: JSON array of 10-15 clauses: [{"clause_name":
"...", "clause": "TLA+ expr"}]

RQ1. How effective is I3DP in inductive-invariant synthesis,
and how does it compare with state-of-the-art tools?

RQ2. What is the contribution of the IC3 architecture to
I3DP’s effectiveness?

6.1 Benchmark and Setup

We evaluate I3DP on 29 distributed protocols spanning con-
sensus, leader election, lock services, transaction commit
variants [10], firewalls, client-server protocols, Paxos vari-
ants [18, 19], and a larger production-style case study (Mon-
goLoglessDynamicRaft). The suite draws primarily from the
Endive benchmark collection and extends it with an addi-
tional hard Paxos variant sourced from the IC3PO repository
and adapted to TLA+. Endive is directly comparable on the 28
shared TLA+ protocols; IC3PO [9], SWISS [11], DuoAI [35],
and P-FOL-IC3 [16] serve as additional baselines wherever a
matching benchmark is available in their respective input
languages. We do not include Kondo [38] and Basilisk [39] as
baselines for two reasons. First, they are built on Dafny, and
translating specifications from TLA+ to Dafny is non-trivial.
For example, it can require decomposing atomic multi-host

actions into per-host steps. Second, the invariants generated
by these two tools do not directly include the safety property,
so proving the safety property may require manual effort
such as supplying hints and writing implication proofs.

We impose a 600-second timeout per tool on all protocols.
For pyv-paxos-epr and mldr, we extend the limit to 2 hours
for all tools because the verification burden for these two
protocols is substantially heavier.

Verification cost. Inductiveness checking can itself be ex-
pensive. On mldr, a single inductiveness check by 13DP can
take more than five minutes, so verification alone can con-
sume a substantial fraction of the default timeout. This cost
motivates the extended timeout for the two hardest proto-
cols.

We note that Ivy-based tools (IC3PO [9], DuoAI [35],
SWISS [11], and P-FOL-IC3 [16]) verify invariants for un-
bounded instances directly. In contrast, TLA+-based tools
(I3DP and Endive) discover invariants on finite instances
and rely on a separate TLAPS proof for unbounded correct-
ness. However, TLA+ supports a broader class of protocol
features than Ivy. For mldr, Ivy-based tools cannot prove the
invariant discovered by I3DP for unbounded instances, as
the protocol lies outside Ivy’s decidable fragment. Moreover,
even under the same finite-instance size used by 13DP, they
fail to propose an invariant that passes the inductiveness
check. We therefore report them as TO in Table 1, which
can also be understood as out of scope for these tools. Finite
instance sizes we use for 13DP follow Endive’s configuration
and are set manually.

We report end-to-end wall-clock runtime for each pro-

tocol, all measured on the same machine: a MacBook Pro
with an Apple M4 Pro chip (12 cores: 8 performance and 4
efficiency) and 48 GB of memory.
Run-to-run stability. Although individual LLM responses
are nondeterministic, I3DP behaves consistently across re-
peated runs. TLC filters out invalid clauses, and multiple
independent LLM calls in each run reduce sensitivity to any
single response. Consequently, variations in individual LLM
outputs do not materially affect whether I3DP discovers an
inductive invariant.

6.2 RQ1: Effectiveness and Comparison

Table 1 provides a full per-protocol breakdown. We com-
pare 13DP against five prior state-of-the-art automated in-
variant inference tools: Endive [28], IC3PO [9], SWISS [11],
DuoAl [35], and P-FOL-IC3 [16]. Because Endive requires
expert-curated quantifier and predicate templates, we do
not report Endive results on the new benchmark protocol
(shown as N/A in Table 1).

Baseline tools. Endive [28] is the first invariant inference
tool to operate directly on TLA+ specifications, using a
flat CTI-elimination loop with a manually curated predi-
cate pool; this design requires protocol-specific insight to



craft the quantifier and predicate pool, making it hard for
non-experts to apply. IC3PO [9] extends IC3/PDR with sym-
metric incremental induction over indistinguishable domain
sorts, operating on Ivy specifications in decidable first-order
fragments; it is highly effective when protocol correctness
aligns with strong structural regularity but less general for
invariants involving ordering, arithmetic, or non-symmetric
relational structure. SWISS [11] performs symmetry-aware
exhaustive search over template-defined candidate invariant
spaces with counterexample-based pruning. DuoAlI [35] ex-
tends DistAl [36] with support for existential quantification,
using data-driven enumeration combined with SMT-based
refinement to infer invariants with alternating quantifiers. P-
FOL-IC3 [16] extends IC3 to infer invariants with quantifier
alternations on mypyvy specifications, using a breadth-first
search strategy to tame the search space explosion; it is one
of the few tools capable of handling quantifier alternations
but is limited to mypyvy’s decidable fragment.
Effectiveness. Across the 29 protocols in Table 1, [3DP
solves all 29. The hardest case is mldr (MongoLoglessDynam-
icRaft), which takes 4525 seconds. For all 29 solved bench-
marks, TLAPS confirms that the discovered invariants are
inductive for unbounded protocol instances, thereby estab-
lishing the corresponding safety arguments.

Comparison with Endive. 13DP eliminates Endive’s re-
liance on manual predicate-pool design by replacing predi-
cate enumeration with LLM-based clause generation guided
by concrete counterexample states. This design makes 13DP
fully automated on new specifications without requiring
protocol-specific templates.

On the 28 shared TLA+ protocols, I3DP decisively out-
performs Endive, solving 28 while Endive solves 24. Beyond
the automation gap, Endive’s flat CTI-elimination loop lacks
an IC3-style completeness backstop. By retaining the IC3
controller, I3DP preserves the finite-instance completeness
guarantee while shifting clause discovery to LLM-generated
blocking clauses.

Comparison with IC3PO, SWISS, DuoAl, and P-FOL-
IC3.1IC3PO solves 26 of the 29 benchmarks and is often faster
than I13DP on the protocols it covers, but it times out on
the three hardest cases (pyv-learning-switch, mldr, and
pyv-paxos-epr). As discussed above, its symmetry-based
method is less general for protocols requiring richer ordering
or arithmetic reasoning. SWISS solves 17 of the 29 bench-
marks, timing out on 8 and terminating without an invariant
on 4. DuoAlI solves 21 of the 29 benchmarks, succeeding on
many protocols where its predecessor DistAl struggled, but it
inherits Ivy's logical restrictions and cannot handle protocols
requiring ordering, arithmetic, or non-symmetric relational
structure. P-FOL-IC3 solves 24 of the 29 benchmarks and is
fast on simpler protocols, but it times out on five harder cases
including i4-learning-switch, pyv-consensus-forall,

pyv-learning-switch, pyv-paxos-epr, and mldr. It is re-
stricted to mypyvy’s decidable fragment and, like IC3PO,
does not extend to protocols requiring rich ordering or
arithmetic.

6.3 RQ2: Contribution of the IC3 Architecture

To isolate the contribution of the IC3 loop, we evaluate two
ablation variants: (1) LLM-alone, which uses the same un-
derlying model (Claude Opus 4.6) but omits the IC3 frame
structure entirely, and (2) LLM-var, which replaces Claude
Opus 4.6 with Gemini 3 Flash inside the full I3DP.

LLM-alone baseline. Given the TLA+ specification and
the safety property, the baseline prompts the LLM to pro-
pose a complete inductive invariant, i.e., a single conjunctive
formula that must explicitly include TypeOK and the safety
property. The candidate invariant is then checked for syntac-
tic correctness as well as proof obligations, i.e., Init = Inv
and Inv A Next = Inv’.If the candidate fails due to a syn-
tax error, violation of the initialization condition, or lack of
inductiveness, the failure is reported back to the LLM, and a
new candidate is requested. This process iterates until a valid
candidate is found or a per-benchmark time budget is ex-
hausted (600 s by default; 2 h for mldr and pyv-paxos-epr).

On the 29 protocols, LLM-alone solves 24 instances and
times out on 5 (tla-twophase, i4-two-phase-commit,
pyv-learning-switch, mldr, and pyv-paxos-epr). On
mldr, the baseline gets stuck: it makes 62 clause-generation
attempts within 10 minutes yet keeps proposing variants
of the same insufficient clauses without making progress.
An extended run exceeding 24 hours likewise fails to escape
this loop and never produces the key four-quantifier clause.
In contrast, I3DP continuously accumulates new bad states
through the IC3 loop, changing the context available to later
LLM calls and eventually guiding the search toward the
required global properties. These results indicate that an
LLM alone can solve many of the simpler benchmarks, but
the harder instances require the IC3 structure to effectively
decompose the invariant inference task.

Weaker LLM with IC3. The last column of Table 1 reports
the result where the default Claude Opus 4.6 is replaced with
Gemini 3 Flash. Under this substitution, I3DP solves 27 of
the 29 benchmarks, timing out on mldr and pyv-paxos-epr.

Notably, the LLM-alone baseline using Claude Opus 4.6
fails to solve tla-twophase, whereas the weaker Gemini 3
Flash paired with I3DP’s IC3 controller succeeds on the same
protocol. This comparison highlights that the IC3 decomposi-
tion can compensate for limitations of the underlying model:
the frame structure, clause admission, and backward prede-
cessor search provide enough guidance for even a weaker
model to produce useful blocking clauses, when each query
is focused on a single concrete bad state.



Table 1. Comparison with the default 13DP configuration (Claude Opus 4.6), two ablation variants (LLM-alone, LLM-var), and
five prior automated invariant inference tools (Endive, IC3PO, SWISS, DuoAl, P-FOL-IC3). “Inv” reports the number of clauses
in the discovered invariant (excluding TypeOK, including the safety-property clauses), which partially reflects the complexity
of subsequent proof writing. “TO” = timeout, “ERR” = tool error, “FAIL” = terminated without finding an invariant, “N/A” = no

comparable result. Time is reported in seconds.

| 13DP | Endive | IC3PO |P-FOL-IC3| SWISS | DuoAl ||LLM-alone| LLM-var
# Protocol | Time Inv | Time Inv | Time Inv | Time Inv | Time Inv | Time Inv | | Time Inv | Time Inv
1 tla-consensus 1 2 0 2 0 1 0 1 0 3 1 2 13 3 2 2
2 tla-tcommit 1 1 1 1 0 2 1 2| FAIL 1 2 7 12 4 2 1
3 i4-lock-server 60 2 3 2 0 2 0 2 0 2 1 2 9 3 32 2
4 ex-quorum-leader-election 41 2 6 2 1 4 5 70 32 6 2 9 13 71 56 2
5 pyv-toy-consensus-forall 42 3 8 3 2 4 1 6 13 5 2 6 10 6| 68 3
6 tla-simple 50 2 4 2 2 4 0 2 25 8| 247 327 15 7 52 3
7 ex-lockserv-automaton 92 9 9 9 2 9 5 10| FAIL 1 2 13 12 12| 222 9
8 tla-simpleregular 45 3 4 4 1 4 6 4| 31 21 TO 331 70 59 2
9 pyv-sharded-kv 117 6| 132 6 1 6 13 10 TO 2 13 56 10 110 5
10 pyv-lockserv 90 9| 14 9 2 9 5 8 TO 1 13| 106 10| 303 8
11 tla-twophase 165 9 19 10 4 11 4 9| FAIL 1 2 4 TO 318 9
12 i4-learning-switch 434 12 TO 11 9 TO 551 13 10 20 16 14| 462 10
13 ex-simple-decentralized-lock 35 3 17 4 3 4 0 3 7 3 6 18 24 3] 43 3
14 i4-two-phase-commit 171 11 30 13 2 11 10 10 6 14 21 TO 209 11
15 pyv-consensus-wo-decide 92 5 52 8 75 6 26 9 38 8 23 15 9 243 7
16 pyv-consensus-forall 383 6] 96 8| 377 6 TO 36 11 9 27 11 9| 198 6
17 pyv-learning-switch 315 6 TO TO TO TO 13 32 TO 227 7
18 pyv-sharded-kv-no-lost-keys 188 6 5 2 0 2 1 2 2 4 2 13 10 3| 101 6
19 ex-naive-consensus 55 4 15 4 2 4 4 8 TO ERR 16 7 129 4
20 pyv-client-server-ae 153 2 19 2 0 2 0 2 17 5 2 3 9 3 36 2
21 ex-simple-election 46 3 10 4 1 4 1 3 TO ERR 10 5| 147 4
22 pyv-toy-consensus-epr 36 3 10 4 2 4 2 6 10 5 3 4 9 6 80 4
23 ex-toy-consensus 34 2 4 2 3 3 5 5 TO ERR 11 4 44 2
24 pyv-client-server-db-ae 90 4 TO 23 7 6 8 60 15 3 5 19 9| 178 5
25 pyv-firewall 35 2 24 5 2 3 0 2| FAIL 1 ERR 12 3 68 2
26 ex-majorityset-leader-election| 40 5 27 5 14 6| 75 16| 24 11 ERR 23 9] 62 5
27 pyv-consensus-epr 122 6| 207 8 68 6| 569 21 26 8 4 14 11 91 134 6
28 mldr 4525 16 TO TO TO TO TO TO TO
29 pyv-paxos-epr 1806 9 N/A TO TO TO ERR TO TO

Summary. The ablation studies demonstrate that the IC3
architecture is one of the key contributors to I13DP’s effec-
tiveness. The frame-based decomposition and clause admis-
sion checks mitigate variability in clause quality, allowing
a weaker model to solve a substantial fraction of bench-
marks, while the LLM-alone baseline—even with the stronger
model—fails on the harder protocols that require structured,
incremental invariant construction.

7 Discussion
7.1 Case Study: MongoLoglessDynamicRaft (MLDR)

MongoLoglessDynamicRaft (MLDR) is a production-grade
Raft variant with dynamic reconfiguration, modeling the
core consensus mechanism used in MongoDB’s replica-
tion layer. The protocol maintains five state variables per
server—currentTerm, state, configVersion, configTerm,

and config—and supports four actions: leader election via

quorum voting, configuration propagation, dynamic recon-

figuration, and term updates. The safety property requires
at most one primary per term (OnePrimaryPerTerm).

Invariant discovery. I3DP discovers a 15-conjunct strength-

ening invariant (16 clauses in total, including safety) in 4,525

seconds, making MLDR the most difficult benchmark in our

evaluation. The discovered conjuncts fall into three cate-
gories:

1. Single-server constraints (8 clauses): Well-formedness
conditions scoped to individual servers, such as Vs €
Server : configVersion[s] > 1 and Vs € Server : state[s]
Primary = configTerm[s] = currentTerm[s]. These are
discovered quickly in early IC3 rounds.



2. Cross-server relationships (4 clauses): Properties link-
ing pairs of servers, including configuration uniqueness:

Vs, t € Server :
configVersion[s] = configVersion[t]
A configTerm[s] = configTerm[t]
= config[s] = config[t]
and quorum overlap:

Vs, t € Server :

QuorumsOverlap(config[s], config[t])
V' ConfigDisabled(s) V ConfigDisabled(t)

3. Nested-quantifier quorum properties (3 clauses): The
hardest clauses, requiring alternating V3 quantifiers over
servers and quorums with cross-variable comparisons.
One such clause is:

Vs, t € Server :
VQ € QuorumsAt(s) :
dn € Q : currentTerm[n] > currentTerm|[t]

V IsNewerConfig(n, s)

In plain language: for any two servers s and ¢, every quo-
rum in s’s configuration has a witness node n that is either
at least as current as t in term number, or running anewer
configuration than s. This prevents any quorum from be-
coming uniformly stale with respect to any other server’s
term—a necessary condition for reconfiguration safety. A
second clause specializes this to competing primaries: if
two primaries coexist with differing terms, every quorum
of the lower-term primary must contain a node whose
term already exceeds that primary’s, preventing the stale
primary from reconstituting its original election quorum.
Together with a simpler quorum-level clause for single
primaries, these three clauses form the crux of the recon-
figuration safety argument.

Why is MLDR hard? The difficulty is not in obtaining
counterexamples, but in eliminating residual bad states af-
ter the structural clauses have been added. The IC3 loop
quickly removes most early-round counterexamples with
local constraints, then faces a small residual set that can only
be closed by a strong global property rather than a local
state fact. The nested-quantifier clauses require the LLM
to infer cross-variable relationships (e.g., currentTerm[n] >
currentTerm[t] V IsNewerConfig(n, s)) from individual coun-
terexample states that typically expose only a few concrete
node configurations. The quorum-level existential quantifi-
cation is especially challenging because the blocking clause
needs a witness set with a specific structural property, not
merely a simple universal constraint. Much of the runtime
(4,525 seconds) is spent on the verification backend, where a
single inductiveness query can exceed 5 minutes.

Comparison with baselines. Table 1 shows that Endive,
IC3PO, SWISS, DuoAl, and P-FOL-IC3 all fail on MLDR. Our
local Endive run does not solve this protocol, even with a
manually engineered predicate pool of 38 predicates cover-
ing configuration terms, versions, quorum overlap, and the
protocol’s key operators. Reproducing the archived Endive
result appears to require an expert-designed quantifier and
predicate pool that already encodes deep protocol knowledge,
precisely the kind of manual effort that 13DP eliminates.

TLAPS proof. For formal verification beyond the checked
finite instance, we prove the discovered invariant inductive
for unbounded protocol instances using TLAPS. We first sim-
plify the 15-conjunct output by iterating from older clauses
to newer ones: at each step, we remove one clause and use
Apalache to re-check inductiveness on the same finite in-
stance. Note that it is fully automatic once the inductive
invariant is available. This eliminates 8 redundant clauses,
yielding a minimal 7-conjunct strengthening. Such redun-
dancy is expected: during the IC3 loop, clauses are intro-
duced to strengthen intermediate frames and block specific
bad states, but once stronger clauses are admitted, earlier
weaker ones can be removed in a final simplification pass.

Recent work on agent-based system verification has found
that automatically discovering inductive invariants remains
beyond the reach of current LLMs [34]. However, once 13DP
provides the discovered invariants, the subsequent TLAPS
proofs become tractable for LLM agents. In our evaluation,
a proof of over 3,000 lines (MLDR) was completed by LLM
agents with minimal human intervention.

Concretely, an LLM-based agent first constructs a proof
scaffold according to a set of structural rules, such as di-
viding proofs into per-clause and per-action obligations. A
dedicated proof-advancement skill was then deployed on top
of Codex’s automation layer, which continuously attempts
to discharge remaining proof obligations until completion.
Integrating this agent-driven TLAPS workflow into a fully
automated end-to-end pipeline is ongoing work (cf. § 9).

7.2 Soundness and Completeness

On a checked finite instance, I3DP inherits the soundness and
completeness properties of the IC3 framework. For sound-
ness, every LLM-generated clause is first screened by TLC
against concrete reachable states, so no clause falsified by
a reachable state can enter the IC3 frames. Moreover, the
soundness guarantee of the IC3 algorithm itself ensures that
no admitted clause can exclude a reachable state. For com-
pleteness, a finite instance contains only finitely many bad
states; 13DP continually accumulates them and, when no fur-
ther LLM-guided clause can be found, falls back to negating
and combining the collected bad states. Since the comple-
ment of the bad-state set forms an inductive invariant in
the finite state space, I3DP will eventually derive a correct
answer.



7.3 Limitations

Finite-instance validation. The I3DP loop validates in-
ductiveness of invariants only on finite instances. Both TLC
and Apalache reason about bounded state spaces, so the
IC3 fixpoint on the checked instance does not automatically
generalize to arbitrary parameter configurations.

In the current work, we close this gap using TLAPS: for
all 29 solved benchmarks, TLAPS proves that the discovered
invariants are inductive for unbounded protocol instances,
thereby establishing safety.

Benchmark coverage. The current 29-protocol suite covers
classic distributed protocol models but may not represent the
full diversity of real-world systems. Protocols with substan-
tially different structures (such as more complex message-
passing patterns, larger parameter domains, or deeply nested
invariant clauses) may challenge 13DP in ways not captured
by the current suite.

Benchmark leakage. The 29 benchmark protocols are pub-
licly available and may have been included in the LLM’s
training corpus, creating a risk of memorization. However,
the invariant discovered by 13DP for MLDR is a 7-clause ver-
sion, whereas the invariant available on GitHub contains 5
clauses; neither implies the other, and the key four-quantifier
clauses differ substantially, suggesting that the LLM synthe-
sizes invariants from IC3-gathered information rather than
recalling pre-existing solutions. This partially alleviates the
concern.

8 Related Work

Automated invariant inference. Ivy [25] provides an in-
teractive environment for safety verification, and Feldman
et al. [8] develop user-guided inference based on phase struc-
tures. Several tools target Ivy and related first-order lan-
guages to automatically infer inductive invariants for dis-
tributed protocols. 14 [21], DistAl [36], DuoAl [35], and
IC3PO [9] build directly on Ivy. I4 infers invariants by model-
checking finite protocol instances and generalizing the re-
sults to unbounded settings. DistAl takes a data-driven ap-
proach, enumerating candidate invariants from simulation
traces and monotonically weakening them via SMT-based
validation into inductive invariants; DuoAl extends it with
support for existential quantification. IC3PO extends IC3
with symmetry-aware quantified reasoning, exploiting in-
distinguishable domain sorts to lift clauses learned from fi-
nite instances to quantified invariants. SWISS [11] performs
counterexample-guided exhaustive search over quantified in-
variant candidates, exploiting symmetries and parallelism to
reduce the search space. P-FOL-IC3 [16] extends IC3 to infer
invariants with quantifier alternations on mypyvy specifica-
tions, using a breadth-first search strategy to tame the search
space explosion. These tools operate in restricted first-order
settings with decidable verification backends, limiting their
applicability to expressive languages like TLA+.

Kondo [38] and Basilisk [39] target Dafny-based verifica-
tion: Kondo introduces an invariant taxonomy separating
Regular Invariants from Protocol Invariants, and Basilisk
automates inductive invariant generation using provenance
invariants. They extract several kinds of properties to formu-
late an inductive invariant, but still need a human to prove
that the invariant implies the safety property and to supply
hints when the invariant is too weak.

Endive [28] operates directly on TLA+ specifications using
a flat counterexample-to-induction (CTI) elimination loop,
with predicates generated by grammar-based enumeration
from user-provided seed predicates and quantifier templates.
It demonstrates that CTI-guided invariant inference is prac-
tical for TLA+ protocols without restricting the model to
decidable logic fragments. Schultz et al. [27] later propose
inductive proof decomposition, an interactive methodology
where a human verifier incrementally builds an inductive
proof graph guided by localized induction counterexamples
and variable slicing. I3DP shares Endive’s emphasis on CTI-
guided strengthening, but replaces flat CTI elimination with
explicit IC3 frame management and grammar-based predi-
cate generation with LLM-generated blocking clauses.

IC3 [1, 2] and earlier interpolation-based model check-
ing [22] have been influential in hardware verification. Exten-
sions to theory reasoning and infinite-state systems [6, 13]
have broadened IC3’s applicability, while first-order quanti-
fied separators [15] address quantified invariant inference
in first-order settings. Our work adopts IC3’s core control
structure directly: frontier counterexamples to induction are
traced backward through predecessor states in shallower
frames, learned clauses are admitted up to justified frame
levels, push attempts move clauses forward, and safety is
proved when adjacent frames coincide. The main difference
from SAT-based PDR lies in clause discovery: I3DP uses bad-
state witnesses produced by Apalache together with LLM-
generated protocol-level blocking clauses instead of SAT-
based inductive generalization from Boolean state cubes.

Compared with EPR-based, interactive, and Dafny-based
approaches, our method targets the full expressiveness of
TLA+ while fitting directly into an existing TLA+/TLAPS
workflow, avoiding translation or rewriting into another
verification language.

TLA+ tools and verified systems. TLC [37] is the stan-
dard explicit-state model checker for TLA+, Apalache [17]
provides symbolic model checking using SMT solvers, and
TLAPS [5] supports hierarchical proof development and
proof checking—together forming a mature ecosystem with
significant industrial adoption [23]. Discovering inductive
invariants, however, remains the primary bottleneck in the
TLA+ verification workflow. Our tool attempts to comple-
ment this ecosystem by automating that step.

LLM:s for formal verification. Recent work has explored
using LLMs for formal verification tasks. For instance, for



loop invariant generation, Kamath et al. [14] prompt LLMs
to generate loop invariants and then identify valid candi-
dates using Frama-C. LaM4Inv [32] combines LLMs with
bounded model checking in a query-filter-reassemble loop,
and Chakraborty et al. [4] propose contrastive ranking to
prioritize correct invariants among LLM-generated candi-
dates. Clause2Inv [3] proposes a generate-combine-check
framework for loop invariant synthesis. Quokka [29] adopts
a simpler evaluation-oriented design that directly validates
whether each LLM-generated invariant helps prove the tar-
get assertion. Pirzada et al. [26] use LLMs to generate invari-
ants to facilitate bounded model checking.

For broader program verification, Lemur [33] integrates
LLMs into automated verification; Wen et al. [30] combine
LLMs with static analysis for specification synthesis.

Relatively few LLM-based verification approaches oper-
ate directly on TLA+ specifications. (A notable exception
is the recent work by Zhou and Tripakis [40], which ex-
plores LLM-guided proof automation for TLA+.) One reason
is that TLA+ distributed protocol models require quantified
invariants over unbounded numbers of processes and com-
plex protocol-level reasoning. I13DP targets that setting. It
performs inductive invariant synthesis with an explicit IC3
controller and LLM-generated blocking clauses over TLA+
states. This enables end-to-end invariant synthesis without
domain-specific predicate configuration.

9 Conclusion

We presented 13DP, an IC3-based TLA+ tool that combines an
explicit IC3 controller with LLM-generated blocking clauses.
Across 29 distributed protocols including industrial-scale
benchmarks such as MLDR and one complex Paxos variant
that none of the five compared tools could solve, I3DP discov-
ers candidate invariants for all 29 protocols, without manual
template design. TLAPS further confirms that the discovered
invariants are inductive for unbounded protocol instances.

The key insight behind these results is that LLMs need not
produce complete invariants. Rather, they are most effective
as hypothesis generators within a structured IC3 architecture.
The IC3 controller decomposes the global synthesis problem
into focused per-state blocking tasks, validates every pro-
posed clause through frame admission and forward propaga-
tion, and provides a completeness backstop when the LLM
falls short. This division of labor, i.e., LLM for protocol-level
conjecture and IC3 for proof discipline, underpins the robust-
ness of our approach: even weaker (or differently trained)
models can solve a substantial fraction of benchmarks be-
cause the surrounding verification structure compensates
for imprecise clause proposals.

More broadly, I3DP suggests that formal verification is not
necessarily an exclusive domain of verification experts. By
embedding LLM reasoning inside a principled proof architec-
ture, I3DP makes inductive-invariant discovery accessible to

protocol designers who can write a TLA+ specification but
lack the expertise to craft strengthening invariants manually.
We view this as a step toward making formal methods a
routine of distributed systems development.

Future work. We plan to explore the following directions.

Benchmark expansion. We plan to apply 13DP to larger, more
complex protocols from real engineering settings with richer
state spaces, and to expand the benchmark suite with private
hand-written protocols to further validate generalization
beyond publicly available specifications.

Approach strengthening. We plan to strengthen 13DP with
clause sources beyond LLMs. For example, the property-
digging approach of Basilisk [39] is a promising direction.
Automating TLAPS discharge. Once I3DP discovers an induc-
tive invariant, the remaining step is to prove it inductive for
unbounded instances in TLAPS. We are exploring automated
approaches to this proof-generation task, with the goal of
closing the entire verification pipeline from invariant discov-
ery to unbounded proof. Integrating such a proof-generation
capability into 13DP would deliver a fully end-to-end verifi-
cation workflow for TLA+ specifications.
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